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Abstract —We address the optimality of control laws for
networked control systems where sensors, actuators and
controllers are separated by a network of unreliable links.  We
begin by considering the problem of  controller placement and
model the networked environment as an array of potential
controller locations separated by identical lossy communi -
cation links (erasure channels). Our rst result establish es
that the controller should be placed on the “shortest' path
between the sensor and actuator nodes.

The next result deals with where on a shortest path to place
the controller logic. This problem is actually quite di cult
since it involves consideration and comparisons of systems
with non-classical information patterns which are known
to be intractable, following the work of Witsenhausen.
To nevertheless make progress, we begin by introducing
a convenient ‘long-packet' formulation under which each
packet can be in nitely long and contain all past informatio n
from the sending node. Clearly the optimal cost under this
optimistic assumption is a lower bound on any realizable
cost. Although not implementable, its purpose is to lower
bound cost in order to provide a baseline for comparison
of other realizable schemes. Using dynamic programing we
proceed to derive such a bound. The key insight is that
the long-packets assumption permits a separation type result
which features an interesting simpli cation that the costt o
go depends only on a further simpli cation of the usual
hyper-state.

Finally, using a currently realizable approach we are
able to upper bound the optimal cost and thus bracket the
optimal achievable performance. We conduct simulations on
several systems from the literature and some randomly con-
structed systems, as well as simulating currently proposed
approaches. It turns out that the bounds are fairly close in
many cases and we can deduce that the problem may actually
e ectively be solved for practical purposes in many systems.

I. Introduction

Over the last few years there has been a surging
interest in control exercised over wired and wireless
networks. Indeed this could well represent the next
phase of the information technology revolution where
networks are actively involved in interfacing with the
environment. However, this envisaged usage has to
confront certain attributes of the wireless medium. One
of these is that the wireless medium is fundamentally
unreliable, and hence the resulting links are lossy. Thus
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control needs to be exercised over lossy networks. This
gives rise to several problems. Two important ones are
where the control logic should be located in a lossy
network in order to optimize overall performance, and
second, what should be the control law that is deployed
as a function of the position.

The central di  culty that arises in both these problems
is that when packets are lost, nodes lose access to mea-
surements or implemented control actions. The resulting
systems fall in the class of problems investigated in the
1960's and 1970's and pronounced to be intractable -
the Witsenhausen class of problems with non-classical
information patterns [1]-[3]. Some of these issues can
be avoided by using delivery acknowledgments or par-
ticular controller arrangements [4]. Nevertheless, if we
are to deploy networked sensor-actuator systems with
good performance, we will need to adequately address
and resolve these issues. The interesting issue here is
that technology is ahead of the theory in the sense that
implementing solutions over wireless networks can be
readily done, and control logic can even be dynami-
cally migrated over wireless networked systems at run-
time [5], [6], if we only knew where to locate and what
control logic to migrate. This is the issue addressed in
this paper.

Our main contribution is to exhibit a lower bound on
the performance of any control law located anywhere.
This lower bound is easily computable. Further we prove
that it has the same “stability region” as the optimal
controller, that is, it is nite for all packet drop rates
for which a stabilizing controller is known to exist.
Further, we show that in many example systems the
lower bound that results is close to a feasible upper
bound, thus establishing the near-optimality of both the
feasible control law as well as the location choice.

The lower bound on cost is based on considering an
auxiliary system where packets can be arbitrarily long
and contain all past information that is known to the
sender. For such a system we exhibit a strengthened
separation theorem that leads to an optimal controller.
We are also able to prove that this lower bound blows



up at exactly the same packet loss rate up till which a
feasible control law and location yields nite cost. Thus
the sharp stability region is characterized. We show that
many of the packet drop rate bounds for stability in
the literature e.g., [4], [7]-[9] to name a few, are in fact
required despite the potentially limiting assumptions
made in each case (e.g., zero control in the case of packet
loss). Indeed, as a consequence of the separation result
mentioned above, a stable system is dependent on a
stable estimation scheme, and thus our result is closely
related to, and in fact extends, the sharpness of the
Kalman ltering result in [10].

Il. Background

The growth and progress of wireless networking is
in uencing the deployment of many traditionally wire-
line and collocated control systems as well as facilitating
new systems not previously deployable. The generic
problem of wireless control of embedded systems is
shown in Figure 1. In these systems, the traditionally
hard-wired or even collocated control system compo-
nents - sensors, actuators and controllers - are instead
connected by a wireless network. Driven by cost savings,
ease of deployment and exibility of operation, these
systems have attracted attention from within both the
control and wireless networking communities. Migration
of the locationof the controller, in addition to deploying
the control law, are readily implemented through the
Etherware middleware which has the facility to migrate
code even at run time [5], [6].

—————
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Fig. 1. A wireless networked control system. The controller logic and
plant are connected by a network which may delay or lose packe ts
sent from the sensor to the controller (Cup' link) or from the controller
to the actuator (‘down’ link).

The potential for packet loss in the wireless network-
ing environment is high. Unfortunately, the traditional
methods studied in the wireless environment for en-
suring packet delivery (e.g., retransmissions, window
based random back o etc.) are not well suited for
networked embedded control systems due to the fact
that late packets have little use. Thus, the question arises
as to how to design wireless embedded control systems
that are optimized against packet loss.

When a packet containing an observation is dropped
while en route between the sensor and controller, there

is often insu cient time available to retransmit it before
it is required for the computation of the control action.
Thus, an estimate of the system state must be used to
generate the next control command. A potential solution
is to locate the controller at the location where the sensor
is already located. However, this increases the proba-
bility of a packet being dropped between the controller
and actuator, and thus the delivery status (and hence the
actuated control command) will need to be estimated. In
fact, the uncertainty associated with packet loss repre-
sents a non-classical information structure which causes
the Separation Theorem to break down [11]. The result
is an intractable "Witsenhausen' [1]-[3] type problem,
as noted earlier. Existing results are either subopti-
mal [11] or depend on an assumption regarding system
behaviour (e.g., control action or packet disposition no-
ti cation) in the case of packet loss [4], [7], [12]. Sev-
eral strategies have been suggested, such as scheduling
communication events [13]-[15], retransmitting dropped
packets, using predictors [16], using a moving horizon
optimization scheme [17], time stamping and state aug-
mentation [18], queuing observations [19], simulating
system performance [20], considering tracking perfor-
mance [14] and using jump linear systems analysis [21].

The problem of optimizing control laws for wireless
networks has been the subject of recent studies. In [7],
[16], [22], [23] the controller is assumed to be collocated
at the actuator, while in [24] the controller is placed at
the sensor. In [4], [11], [17], [25], [26] all the components
are separated by a network interface.

The results of interest with respect to this work are
that if packet disposition noti cations (e.g., such as usin g
the TCP transport protocol) are available, a separation
theorem exists that will enable “optimal' control law
development [4], [27] and state estimation [10], [28].
However, these approaches could provide ‘more opti-
mal' results if dropped packets were retransmitted, ap-
pended to the following transmission or combined with
the value transmitted in the following transmission [29].
Our work lower bounds the achievable cost under any
such scheme.

Ill. Problem Formulation
We shall consider a system described by:
AXy + Bu + Gw
Cxy + Hvy;

Xkv1 =
Yk = (1)

where x, represents the system state uy the control action
and yi the measurement at time k. wy and vy represent
independent Gaussian noise with distributions N(O; ")
and N(O; V), respectively. We note that noise is not
always included in previous studies. The pairs ( A;B) and
(A; C) are controllable and observable, respectively.
Throughout the paper, we will use X to represent the
state estimate at timek, and Xx B xx Xk the state estimate

error. The notation ut é is used to denote the sequence
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Fig. 2. Network with an array of nodes at which computations ¢ an be
located. We are able to place the controller logic at any of the nodes.
A controller placed at A will have knowledge of all past actuation
commands available to it but may lack the observations which were
dropped in the network.

of control actions applied between (and including) the
times k D and k 1. The variable D will be used to
indicate the number of successive dropped packets since
the last packet reception, and is used to de ne the term

E, which denotes that at time k, the D previous packets
have been dropped. At times we will also use the term
Xk p to represent the estimate of statex at time k based
on the observations and control actions up to time k D.
Note that when a packet is delivered at time kit will
contain information from time k 1 since we assume
that transmission time through the network is bounded
by one time step.

The problem of where to place the controller is ad-
dressed by considering an array of computational nodes
separated by a lossy communication channels, as shown
in Figure 2. Any two nodes i and j are separated by a
communication link denoted as [;; with an i.i.d. Bernoulli
packet drop probability  (for simplicity the drop prob-
ability is assumed to the same for all links). Thus, a
controller that reliably gets sensor information (a “smart
sensor” [24]) would be located at position S, whereas
to ensure that control packets are reliably delivered to
the actuator (a “smart actuator”) the controller would be
located at position A. There is no packet loss between the
sensor and S or between A and the actuator. Packets can
only be passed between adjacent nodes. As noted above
we assume that there is at most a single sample time
delay in packet transmission through the entire network.
This assumption can easily be avoided to instead use
the idea that if “sampling period is long compared to
the delay, there is no need to consider the in uence of
delays' [18].

As a packet is passed through the network between
any two nodes f and g it traces a path . The drop
probability along such a path is donated as tg’ where
for convenience we use f and g to indicate the rst and
last nodes along the path. We note that = i1 where
j j=length of . The path between node f and node g
with the lowest drop probability is the shortest path, and

has a drop probability denoted by . Both observation
and actuation information is passed through the network
along a particular path which we are choose.

Finally, the information available to a node i, which
is the set of current and past values of the actuated
control actions and measurements delivered to the node
up to sample time k, is denoted by I(i; k). For any given
node, this will be a subset of all the computed actions
and observations, since some packets may be lost during
transmission. The term E can also be included in the set.
The largest possible (and complete) set of information is
represented by | (i;K) B fuy; yk; Uk 1; Yk 1;:: 0 We assume
a node only forwards information and does not store for
a subsequent transmission attempt.

Performance is measured using a quadratic cost func-
tion: 2 X 1 3
EE@ Fxn + XPQXx + UPRUK Z;

k=0
where F 0,Q OandR>0.

)

IV. Controller Placement

Consider the problem of choosing the placement of a
controller in the node array shown in Figure 2. Our rst
result shows that the optimal placement must lie on a
shortest path. Let ¢, denote the set of shortest paths.

Theorem 1:Given an array of computational and rout-
ing nodes in Fig. 2, an optimal controller placement is
on g,
Proof: Consider the placement of a controller at
arbitrary node k< i with up-link drop probability Sk
and and downlink drop probability  ¢a. Note that packet
drops are i.i.d. Let jakj denote the length of shortest paths
from ato b. If j[SK j SAj then there exists a nodei 2
such that g - Ifnot, sk
in both cases ya ia- The information available to i
thus stochastically dominates that available to k, since
i can emulate k by futher dropping packets at random,
for example with probability = ; in the former case.
Futher, since a ia» itimplies that the information on
control computations available to A when the controller
is located at i stochastically dominates that when the
controller is located at k. Since optimization over a larger
set yields at least the same expected minimum cost the
result is proved. We note that the proof also allows for
multi-path routing. [ |

Now we consider placement of the controller on the
optimal path indicated in Theorem 1. To study this we
formally introduce the long packet assumptiofiLPA) that
when node i forwards a packet containing observation
or control actions to another node at time t, the en-
tire information set I(i;t) available to the node is sent.
Consequently, at every discrete time step, the sensor
will disseminate the entire history of observations. We
emphasize that this is a device used only to establish
a lower bound and is not intended to be implemented.

SA

s for i = A. Moreover,



Note that this is under a network transport protocol sim-
ilar to UDP where packet deliveries are not guaranteed.
The result is that if any node i at time t receives a long
packet generated by both the sensor and actuator it will
have a complete information set | (i;t).

Theorem 2:0Optimal placement of the controller in
when using the LPA is at the actuator, A.

Proof: Consider placement of a controller at node

i 2 gul, A. Call this Case 1, and consider the case
where the controller is located at node A as Case 2.
Let us couple Cases 1 and 2 by supposing that events
of long packets from i reaching A are identical in both
cases. Then, since every long packet contains all past
history, whenever node A receives such a long packet
it can emulate in Case 1 whatever the control action
it would have implemented under Case 2. At other
times, the information available to node A is the same
under both cases. Hence, stochastically, the information
available to A under Case 2 dominates that under Case
1, thus establishing the optimality of Case 2 under the
long packet assumption. [ ]

SA

V. Finite Horizon Lower Bound

Consider the expected cost at the nal time k = N
using (2). The cost consists of only the quadratic F term.
The state estimate can be conditioned on the last avail-
able estimate Xy p, the number of successive dropped
packets D, and the implemented control actions since a
time N D at which a long packet containing all previous
observations yN P had arrived. This is re ected in the
conditioning below:

h [

0 o . N 1. D
E xNFx,\rj]JxN DsUN DY N

E (Rn + %) F(Rn + %n) & i ul L

— -0 S
= XNjN D 1FXNjN p 1+ EhTr F

_ 40 . .
= Xyn o PN D 1t ETrF Gy pq s

3)
where ﬁle b 1 represents the state estimation error
covariance at time N given that there have been D
consecutive drops. Note that the conditional expectations
in this equation are signi cant. Since D packets have
been dropped, the last state observation received was
fortime k D 1. This is clearly true for all D since the
e ect of poor estimation is re ected in the state error
covariance term ﬁle b 1+ Which does not depend on
XN p. Assuming that this is true for all k+ 1 and D
the proof is by backward induction. We assume the cost
function V is quadratic in the current state estimate with
an additional constant fip:

Vi R iU 55 P = Wik + fp BV Rgul L P
Remark: We note that the dependence on X¢ p only
through Xy is of some interest since it indicates a sharp-
ening of separation type theorems in that Xy has less

information than the hyperstate ( X p;uf L; D). This is
of signi cance as it indicates that under the LPA the
cost to go function depends only on the current state
estimate and not the estimate at the last long packet
delivery. However, despite this reduction in the hyper-
state we will, for clarity, express the conditioning of a
state expectation by using X 1 to represend the state
estimate at time k based on state observations up to and
including time k 1. Performing a one-step expansion of
the dynamic programming equation yields:

>

=min Q%+ URU + Vi1 (AR + Bug uf ; Drl
S R A {z }
Packet dropped .
(e 0 yig -k p. o '©
)E Vk+1(Xk+l;uk% k) I XU os s k+]}
z

Long packet arrives

Cost in current state
h
+(

n

— min <0 o 0
- nllkn ijk D 1kajk D1t UkRuk+ (1 )fk+l;0

" 0 n
+ Aijth 1+ Buc W1 AXk p 1+ Bk i(‘)“ fie 1041

+(1 )E R Wik1Rie1 j Rk 03U 5 25 by 4)
The expectation in the “packet dropped” term was
removed since the function is a completely deterministic
open loop projection given that no new information
has arrived. To simplify notation, de ne the information
setly p as:

n
¢ k1. D. o0
lk 0B Xk DU pi 5 e

(6)
For clarity, E[Xx1 ]!k o] should be interpreted as the
expectation of the state at time k + 1 given the state
estimate at time k D based on the observations up to
an including time k D 1, the set of control actions
implemented between time k D and k, that D successive
packets have been dropped at time k, and that a long
packet arrives at time k+ 1, thus delivering observations
up to and including time k. (This is as a result of
the transmission delay assumption). The proof is now
focused on developing the expectation in the last term
of (4). For the following development recall that xx =
Xk + Xk, E[Xk b j Xk p] = 0 and that E[wy i] = O:
h~o o [
E X, Wi 1Xir1 ] Tk D
= Eh(Xk+1 Ricr1)° Wi 1 (Xke1 Xr1) il D
I o
=E X(|2+thk+1Xk+lj ko +Tr Wier . o _
* i

[
20 & : ~0 ~ .
EE Kier 1 Wier 1%+ 1 ] |=< o 2E X, WiiX1]jlk D

= E X WietXier ] Tk o T8 Wi gy @)
Before going further, consider the state equation ex-

panded backwards in time until the last long packet of



observations arrived D sample periods previously: ﬁ Dk D 1° k+1Jk Taking the derivative with respect to

Uy the m|n|m|2|ng control action gIVES

X1 = AXg+ Bug+ wy
= A[AXy 1+ BUg 1+ Wy 1] + Bug + wy U = [R+BWi1B] 'BWie1A%igk b 1 (13)
Remark:This control law represents a sharpened separa-
o _ tion theorem in that the optimal control policy is based
X1 = APTIx p + A'Bu i+ A'wy i (8) on the optimal state estimate and not on the full hyper-
i=0 state which consists of fXx p 1;Ux p 1;Uk p;:::;Uk 10

Now return to (7) and substitute (8) for the rst term: To obtain the recursive solution, the next step is to
i substitute u, into (5). After doing so we match the

E xEﬂWkﬂxkﬂj I« b quadratic and constant terms on the left and right hand

. 0 side of the equation, to yield:
= Tr Wier g tE AP b 1 Wier AP*2xy p 4

Wi = Q+ AW1A AW, 1B[R + BW,1B] ' BW 1A :

+1
+Zg AiBUk i+ AiWk i Wk+1AD+2Xk D 1 (14)
=0 Similarly, matching the constant f.p term yields:

Q +1 +l 3 f = +(1 f "
+ g A BUk i+ A Wk i Wk+1 A Buk i+ A Wk |Ej Ik Dz kb = k+1D+1 '( ) k+1,0

i=0 =0 ©) (L )Tr A% AP, APT2 XL
We will now develop each of the terms in the expectation ) X+l ' 0 H
in Equation (9). Make the substitution Xy p = % p + %« b, WiraA g + Wi Tr AT LA
multiply out and drop expectations where appropriate to i=1
yield: = furpaa+t (@ )fwpo+ (@ T[] (15)
h i . .
E AD*2% ;. OWk+1 AP*2 o 1 jlk b Thus we are able to compute the nite horizon expected

. ~ cost using (3), (4), (14) and (15) to yield:
=% b 1k D 1AD+20W|<+1AD+2X|< D 1k D 1

+Tr AP*2%y,,,AD*2 - WD 1 (10) é(l ) 3
Expanding the next term in (9): nin = XgWoRo + foo + E o T o 1@ z; (16)
20, _ _ E _ g with the asgpciated bounglary conditions Wy = F,
E&g AlBuy i + Alwy (B Wi 1AP*2xy b 1 1k Dz and fyp = E Tr F >lil]N 0.
g GO é) VI. Infinite Horizon Lower Bound on Cost
- Zg A'BUC i WierA” "R 0 3k 1 (11 We now use the results of the previous section to solve

=0 the in nite horizon case. We focus on identifying the

Last, expand the third term in the expectation in (9) average cost per stepJ .. The main result is:

.. Qc\p 1 3 Theorem 3:Under the LPA the minimum average cost
E% AlBU, | + Alw | ng AiBU ; + Alw i% e D% per step is given b)(/ )
i=0 i=
01 Q1 ! X1 _ 3= P ) @ )Tr ACAPHTWAPTL w A ik
= g ABU | Wkﬂg ABUy .% Tr AW, AT Y p=0 | 9
i=0 i=0 i=0 X1 _ 0 H ; 2
(12) +Wo Tr AT AT T f o, Q3 17)

After further substitution and algebra we arrive at a new =1

expression for. (4)’ which is shown _as (5) at the bottom of 1For the in nite horizon case there is no dependence on the val ue
the page. Notice that after the estimator has converged, of k. It is used here only to illustrate the conditioning.

n
W R + fip = mln ka b 1QXka b 1+ URU+ ARgk p 1+ Bug Wk+1 AXk p 1+ Bug +

X+1 9

1
: ‘ ‘ . 2
+1 )% AP ADHZ X T A WA YT Wi fy E+ fzprr+ (1 fiwsos )
i=0 '



Proof: The average cost per step is given by:
3

1

. 1
Jin = lim =E XPQxy + uERukz

m N1 N (18)

k=0

1 é( 1 i X 1 3
= hIll!rln NE Tr jp1Q+ X2QR + UPRUK z
k=0 k=0
Focusing on the last term in (18) allows us to use the
nite horizon results from the previous section. In this
case, the problem is reduced to solving the cost per step
(incurred by this term) as the solution to the dynamic
programming equationr:] _
[
J + Vi) = rTLin E X0QR+ URU+ Vie1(Rier)  (19)
k
Assume that the form for V is: V(X;D) = XOWX + (D).
Note that the constant term f(D) is assumed to depend
only on the number of dropped packets and not the time
index. Also, the quadratic term of the cost to go depends
only on the current state estimate and not the estimate at
the time of the last delivered packet. Also note that W
does not depend on D. Using the result for the quadratic
terms derived in the previous section in (14) and (15) and
a very similar derivation, we cancel terms and arrive at
the following equation which must be satis ed:

J+fD)= fD+1)+(@ )HFO)+@ Tr[::];

where Tr[::] is de ned by (15). Since we are dealing
with the in nite horizon case we can make the assump-
tion fchat KD kD1 Ejk. In order to _solve for J,
consider the sum of each of the terms in the above
equation multiplied by %, 1, 2, ... which yields the

in nite sum of equations represented as:

X
P J+f(D)
D=0
X
= D fD+1)+@ ) fO)+Tr[::]
D=0
X
%z D {(D) P fD)+ (@ )Tr[::] + f(0)
D=1 D=0
X
J=@1 ) OTr[:: ] (20)
D=0

Note that in order to make the simpli cation yield-

ing (20), the in nite sum must be bounded. A condition
for this is derived in Theorem 4. We must still compute
the cost associated with the rst term in (18):

X1 ) % X 5 )

H X — X

Jm Egy T ko 1Q &= @ ITr ko 1Q
k=0 D=0

Combining this and (20) proves the theorem. [ ]

Theorem 3 gives an explicit method to compute the
average cost per step. The next Theorem guarantees it
is bounded:
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Fig. 3. Plot of performance bounds for various . The deviation at
higher values of is a consequence of insu cient simulation steps.

Theorem 4:For bounded cost in a networked control
system with random packet drops the packet dropping
rate  must satisfy < %, where ~ = max; j ;j, and
where ; denotes the i™" eigenvalue of A.

Proof:By manipulation (17) and the ratio test. [ |
This result has been derived as a stability condition
in [4], for Kalman Iters in [10], distributed Itering
problems in [23], with respect to the up-link in net-
worked control in [7] and originally in [9] with regard to
the stability of the Ricatti equation with random gains.
Our result is signi cant because the limit is now shown
to be sharp, and no manipulation of communication or
control polices can improve the stability margin.

VII. U pperBound

Choosing any existing implementable controller on the
minimal path can act as an upper bound on the optimal
cost. We will choose to collocate the controller and actu-
ator and use the optimal LQG controller with a Kalman
Iter for state estimation. The lter is used in open
loop prediction when observations are dropped. This is
not necessarily the lowest upper bound but simulations
reveal that it is indeed tight. Several other controllers
have been proposed in the literature [4], [7], [8], [11]
which, under the current controller placement turn out
to be equivalent to the LQG-Kalman lIter algorithm.

VIII. Simulation

Several simulations were conducted to evaluate the
t of the bounds. A variety of systems from the net-
worked control literature and elsewhere were selected.
The results are summarized in Table I. Identity matrices
were used whenever an explicit value was not stipulated
in the model. All simulations were done with both
process and observation noise, even if not included in
the original model. Figure 3 represents a typical output



Fig. 4. Figure (a) is a trace of the state its estimate using the upper
and lower bounds described in Section V and VI. When a packet i s
dropped, the indicator value is 3. Figure (b) plots the large st singular
value of the state error covariance matrices for the two boun ds.

and was generated using a discrete time system with the
following A matrix:

20:5005 03134 Q9572 073143

A= 0:6211 06029 Q3028 06965 % .
~ B 0:3200 Q07210 03685 01146 %’
0:2272 Q7875 00138 02518

which has eigenvalues 1.9, 0:2382 0:2797 and 0:2917.
This places a stability bound on the packet drop rate
of < 0:27. The simulation result for one hundred
thousand steps is shown in Figure 3, where it is clear
that the upper and lower bounds are indeed tight. It
was noted that very long simulations were required in
order to get a good match between the theoretical and
simulated bounds, particularly at higher drop rates. The
reason for this close alignment is shown in Figure 4
where part (a) represents a sample of the state history
along with the estimate of the state using the lower and
upper bounds derived in Section V and VI. Note that
before a packet drop the estimates are indistinguishable.
Even once a packet is dropped the estimates match since
they are both open loop projections. Only in the next
step do they di er. This di erence is illustrated in the
Figure 4(b) which plots the largest singular value of the
state error covariance matrices associated with the two
bounds. Notice that as soon as a long packet arrives, the
lower bound is immediately restored to the steady state
value, whereas the upper bound rst undergoes some
transient behaviour. Since the Kalman Iter converges
exponentially we can expect the di erence to disappear
quickly, which leads to the small di erence in cost.
Several control and communication policies were eval-
uated. The rst called the ZOH controller is a LQG con-
troller designed ignoring network e  ects and employing
a zero order hold for missed packets. The second uses
a Kalman Filter estimator for missed observations. The

(21)

TABLE I
Comparison of Control and Estimation schemes.

Cost per Ste
Method 0Drops | 25% max B T 75% e
Lower Bound 53.4 65.2 88.6 156.3
ZOH 62.4 76.2 104.0 178.0
Zero Control 62.4 91.1 171.7 551.4
Kalman Filter 53.4 65.8 90.2 160.7
Imer et.al [4] 53.4 65.8 90.2 160.7

suboptimal controller derived in [11] was simulated and
is referred to as the “zero control' controller. The optimal
TCP and UDP controllers speci ed in [4] were simulated.
The performance of these systems were compared to our
lower bound derived - referred to as the “Lower Bound'.
Simulations for the system described in (21) were also
run. ldentity covariance and weighting matrices were
used. The results are summarized in Table Il. They
indicate that presently realizable control methodologies
are almost optimal.

IX. Conclusion

Motivated by the potential of networked control sys-
tems we have considered how best to optimize per-
formance when deployed over networks with packet
loss. We studied the problem of optimal location of
controller logic within a generic network and introduced
a ‘long packets assumption' (LPA). The assumption
simpli es the analysis and allows us to show optimal
controller placement is collocated with the actuator. We
have further used the LPA to obtain a separation theo-
rem which enables the problem of control optimization
and state estimation to be solved separately. Since the
LPA represents the best conceivable information pass-
ing scheme for a network, and since we are able to
establish a sharpened separation theorem, our solution
establishes a lower bound on the performance achievable
under all possible communication, control and location
schemes. This bound complements currently feasible
upper bounds. Simulation results reveal the bounds are
tight for many systems of interest. The nal result shows
that the existing bound on the maximum drop proba-
bility required for stable state estimation across a lossy
link is in fact necessary, regardless of the information
structure. Thus, at least for the class of systems that
we have tested our bounds on, we have practically
solved the problem of optimal performance bounds in
networked control systems. This is a problem previously
deemed intractable as a result of the non-traditional
information structure created by random packet loss.
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