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Abstract 

In this paper, we present an overview of 
our work on design patterns for promoting 
robustness and evolvability in networked 
control systems conducted in the IT 
Convergence lab at the University of Illinois 
[(Convergence 2004),(Baliga 2004),(Graham 
2004a), (Graham 2004b),(Graham 2003)]. A 
key abstraction enabled by these patterns is to 
provide Local Temporary Autonomy (LTA) to 
components. This reduces an individual 
component's temporal dependency on other 
components by allowing it to operate for some 
duration in the case of their failure, and 
minimizes the effect of such failure by 
localizing its impact.  

The main idea in these patterns is to 
introduce “shock absorbers”  to weaken inter-
component dependencies. These include State 
Estimators in controllers to tolerate lossy 
sensor updates, and Control Buffers in 
actuators that are provided a sequence of 
future control actions to guard against 
subsequent packet loss. These design patterns 
are based on mechanisms that we have 
implemented for a traffic testbed in the 
aforementioned lab. In particular, we have 
used the LTA provided by these patterns to 

improve the robustness and evolvability of our 
system. We illustrate these features by 
describing experimental results for the restart, 
upgrade, and even migration of a controller 
component in real time, with no significant 
impact to the system performance.  

Introduction 

The use of networks in modern day large-
scale systems unleashes great functionality 
and capability. A prime example is how the 
convergence of communication and 
computing in an architecturally elegant and 
simple fashion has led to the present day 
Internet. Recently, the emergence of wireless 
technology has broadened the horizon of 
deployment for networked systems. However, 
communication in the wireless domain is 
particularly susceptible to random delays and 
packet loss as a result of interference and 
channel fading.  

Control system deployment possibilities 
too have been enhanced by networking 
capabilities, which have enabled sensing, 
control and actuation systems to share 
resources and exploit the benefits of a shared 
communication network (Walsh 2001). These 
benefits include reduced cost, rapid 



  

installation, easy customizability, and simple 
system expansion and maintenance. 

However, the very nature of a shared 
network, and in particular a wireless network, 
is inherently incompatible with the 
fundamentals of digital control theory. When 
sharing a network with other system 
components, the delivery of critical 
information may be delayed, delivered out of 
sequence, or lost entirely. Control systems on 
the other hand, are often designed based on 
the assumption of regular, deterministic, and 
hard time scheduled delivery of information.  
Efforts to address these issues include network 
standards such as Lonworks, CANopen, 
Profibus, DeviceNet and Fieldbus, each with 
its own advantages and disadvantages (Santori 
1997). 

We contend that this mismatch between 
wireless networking and control can be 
bridged by appropriate system architecture, an 
issue which we have been investigating at the 
IT Convergence Lab (Convergence 2004). In 
particular, we have identified the key concept 
of Local Temporal Autonomy (LTA) to 
provide just such a bridge. LTA refers to the 
ability of a system component to function 
satisfactorily for at least a brief period of time 
in the presence of related failures. LTA is 
introduced in the second section, and is 
described at length in (Graham_2004a). The 
3rd section describes two design patterns, 
control buffers and state estimators, which 
contribute to increasing LTA and allowing 
designers to exploit the benefits of networked 
control.  

Further, employing an architecture that 
promotes LTA not only helps meet system 
requirements, but also makes other desirable 
features possible. Large control systems with 
networked components are subject to 
numerous changes during their operational life 
cycle. These include changes in operating 
conditions as well as changes in system 
requirements. To address these changes and 
uncertainty, software components may have to 

be upgraded, replaced or restarted after 
failure.  Ideally, such operations involving 
system evolution should occur at run time 
with a minimum impact on overall system 
performance. As an illustration of the 
implications of our approach, and to 
demonstrate how it can be used to achieve 
these benefits, the results section presents data 
from the testbed illustrating seamless 
component upgrade, restart and migration. 

Local Temporal Autonomy 

Local Temporal Autonomy (LTA) refers 
to the ability of a system component to 
function for some time after related 
component or system failures (Graham_2004). 
The idea is to give a component the capacity 
to function effectively despite erratic temporal 
behaviour of other connected components in 
the system. This can be achieved by 
weakening dependencies between connected 
components. 

 
Figure 1: Systems can be reconfigured to 
reduce dependencies, but this may reduce 

functionality. 

Weakening component dependencies is 
usually achieved by domain-based techniques. 
One technique is to convert dependencies into 
`use if available' relationships. In Figure 1, the 
advantages of having a single networked 



 

  

controller for multiple sensors and actuators is 
lost by placing the controller alongside the 
sensor since an individual controller is 
required at each sensor. However, if we were 
able to insulate the controller from network 
failure, and still maintain the outline system 
structure in the upper figure, the benefits 
could be regained. We call these methods of 
increasing LTA “shock absorbers” , and we 
introduce two examples in the next section. 

Shock Absorbers 

The design concept of Shock Absorbers is 
similar to a manufacturer keeping large 
inventories at remote stores. By sending extra 
stock to a location, the manufacturer is able to 
ensure that demand is always promptly met, 
even in the case of delayed deliveries or a 
sudden increase in demand. In addition, bulk 
delivery costs are cheaper, impose smaller 
overheads, and can be less frequent. However, 
it also has drawbacks such as extra storage 
overhead and longer delivery lead times. With 
this loose analogy in mind we present design 
patterns for provisioning system components 
with more information or resources than they 
need for their immediate “survival” . This 
approach may buffer components from 
message delivery failures, failure of entire 
components, or additional demands on the 
system, but may require more storage, 
computational power, or other resources.  

State Estimators 
Our first design pattern employs a state 

estimator to increase LTA.  A simple 
estimator might be a linear interpolation and 
extrapolation between observations. However, 
better estimates would be obtained by using 
the known properties of the system, 
employing more complex estimators such as 
Kalman filters, or using some domain specific 
knowledge to approximate the actual state of 
the system. As shown in Figure 2, the 
estimator should be located alongside a 

system component requiring LTA. Note how 
the dependency on the network delivering 
packets is reduced. 

 
Figure 2: An increase in LTA is achieved 
by placing State Estimators alongside the 
controller , thus reducing the dependency 

on the network. 

In a networked control setting, the 
observations communicated by a sensor to a 
controller over a network are subject to 
random delays. In fact, the sensor might make 
observations at random times and thus 
exacerbate the problem of getting 
deterministic delivery of controller input. In 
this case, State Estimators can be used to 
provide regular state estimates as required by 
the control design employed. Similarly, in the 
case of communication failure, State 
Estimators will still furnish the controller with 
periodic “observations” , as shown in Figure 3. 

 
Figure 3: The advantage of using a State 

Estimator  

A further implication is that this design 
will tolerate temporary sensor failure by 
estimating the state of the system during 
periods of sensor data loss. Thus, we note that 
a State Estimators can effectively isolate a 
system failure. An important corollary to this 
feature is that we can replace or upgrade the 
sensor at run time and count on the estimator 



  

to satisfy the controller’s demand for input 
during the sensor downtime. 

The use of state estimators in many 
different settings has been studied before. For 
example, (Luck 1990) uses state estimators as 
predictors of state to account for delay 
between sensor and actuator, and in (Yook 
2002) and (Goodwin et al. 2004) the authors 
use estimators to reduce communication 
overhead. In other cases an emphasis is placed 
on guaranteeing the stability of the networked 
feedback system in the face of packet loss 
(Azimi-Sadjadi 2003) where the popular 
Kalman filter (Kalman 1960, Maybeck 1979) 
is used to provide the minimum variance 
estimate of the system state. Reference 
(Sinopoli et al. 2004) considers the stability of 
a Kalman filter in the presence of 
communication failures. The contribution of 
our work is to highlight how State Estimators 
behave as Shock Absorbers and how this 
functionality can be exploited to add 
functionality to a system as well as reap the 
benefit of the properties studied above. 

Control Buffers 
Consider the series of actuation signals 

sent from a controller to an actuator, each 
subject to a random delay and potential 
delivery failure, similar to the scenario in 
Figure 3. In this case, the actuator is not only 
heavily dependent on the network; it is also 
dependent on the controller to compute a new 
control update at a required frequency. This 
represents a critical dependency and lower 
temporal autonomy. Typically this would be 
handled by the use of a zero-order hold on the 
actuation signal at the actuator. 

In contrast, a shock absorber (or buffering 
mechanism) design provides a sequence of 
actuator signals to the actuator for use at a 
future time. Thus, if a future update is delayed 
or lost, the actuator would at least have 
another actuation level, appropriate for that 
time instant, to implement. The sequence is 
generated using a receding horizon model 

predictive control approach. On arrival at the 
actuator, the actuation values are stored in 
Control Buffers as shown in Figure 4. As time 
progresses the actuator empties the queue 
holding the sequence of actuations and 
actuates each command at the appropriate 
time. When a new sequence of controls is 
received, the entire original sequence is 
replaced. By doing this, the most recent and 
best actuation actions are implemented. (Note 
that the entire sequence except the first value 
is dependent on the model of the system used 
in the predictor). If the last entry in the buffer 
is actually reached, a default behaviour should 
be chosen, possibly the same as if there were 
no actuation buffer at all. 

 
Figure 4: By computing a ser ies of future 

control actions and stor ing these values in a 
buffer , the actuator  has increased local 

temporal autonomy. 

The use of block completion (i.e. the 
sequences above) in networks has also been 
considered in other contexts. In (Chan 1994), 
the number of sensor readings awaiting 
transmission in a queue is used to estimate the 
communication channel delay. The control is 
then determined with this delay in mind. 

The concept of a using a predictor to 
compute future control actions which are sent 
to the actuator has been studied before. In 
particular, Luck and Ray (Luck 1990}  propose 
storing a queue of future control actions at the 
actuator in the case of delay between the 
controller and actuator. They show that this 
reduces the problem to one of constant delays, 
and hence produces a time invariant system, 



 

  

which is significantly easier to analyse.  Since 
the Control Buffer concept we present in this 
paper subsumes the method presented by Ray 
and Luck, we are able to give the same 
guarantees for our system. 

Descr iption of Testbed 

The Convergence lab testbed at the 
University of Illinois (Convergence 2005) was 
set up to investigate systems integration issues 
pertinent to the development of networked 
control systems. An overview is pictured in 
Figure 5. Numerous autonomous radio 
controller vehicles are driven on a road 
network. Two cameras mounted on the ceiling 
observe the cars and transmit an image to the 
two machines on the left-hand side of the 
figure.  After approximately 50-60ms 
processing time, the position and orientation 
of each vehicle is determined. The positions 
are made available to the data server and route 
scheduler computers. The scheduler uses this 
information to plan future routes for the cars, 
and sends a desired trajectory via a wireless 
ad-hoc (or wired) network to a controller, for 
each vehicle represented by the laptops.  Each 
laptop is connected to a radio controller, 
which sends actuation signals to the vehicles. 

 

 
Figure 5: Overview of Convergence 

Laboratory 

In order to implement the system, we have 
built a middleware called Etherware, detailed 
extensively in (Baliga 2004). The purpose of 
the middleware is to abstract many of the 
mundane details otherwise complicating 
system design by providing services to the 
user. (Another example of Middleware in the 
control domain includes (Tipsuwan 2004)). 
An important service provided by our 
Middleware is time-translation through time 
stamping (Graham 2004b). Any time sensitive 
data transferred between two machines is time 
stamped, and on arrival is converted into 
“ local time”. The actual time delay as a result 
of the communication can be computed. Also, 
it provides knowledge of when an observation 
is recorded, or when a control action is 
intended to be applied. This service is 
available to all the components. 

Although the system consists of vehicles, 
and could be thought of as a traffic control 
system, it is important to realize that it is 
intended to represent a networked control 
system in the larger context of a set of 
computational nodes linked together via a 
communication network. We wish to study the 
appropriate architecture for such as system as 
compared to attempting to control a fleet of 
cars. A goal is regain system performance by 
exploiting the computational power in the 
system. Our system architecture enables us to 
run any component, e.g. scheduling, 
controller, actuator or state estimator on any 
machine. 

The testbed contains several sub-systems 
whose integration necessitates the 
development of suitable methodologies. The 
random computation time of the vision 
processors results in a random sampling time 
of the system state. The various 
communications links, and in particular the 
wireless network, add random delays and 
packet loss to sensor and actuation loops. We 
now present results obtained by implementing 
the buffering mechanisms described above on 
the test-bed. 



  

Migration, Upgrade &  Restar t 

To show the effectiveness of the Shock 
Absorbers design methodology, we now 
present results from the test-bed showing 
component migration, upgrade and restart. 
The first set of results shown in Figure 6 is the 
use of a Control Buffer placed alongside the 
actuator as shown in Figure 4. The process 
running the controller for a car is stopped and 
subsequently restarted several times with 
delay varying between each restart. So long as 
the restart is done before the Control Buffer is 
empty, there is little effect on the system. 

Figure 6: Using State Estimators, 
components are stopped and restar ted at 

the indicated points with no effect on 
overall system per formance. 

 Figure 7 illustrates component migration. 
A car controller was set up on one machine 
and then stopped. The state was transferred to 
another machine, and restarted without any 
visible effect on the system. In this case the 
LTA afforded by the block of controls in the 
control buffer determined the time available 
for this to occur. In this experiment, the 
migration took less than 50ms, and the control 
buffer had commands for the following 2 
seconds. 

 

 
Figure 7: Components can be stopped, 

migrated and restar ted on another  machine 
without a noticeable effect. 

The final illustration is the replacement of 
a bad controller with a better one. Figure 8 
shows the results. Initially the system shows 
poor tracking (with the bad controller) but 
once the new controller is brought online to 
replace the old one, the tracking error rapidly 
reduces. 

 
Figure 8: A controller  with poor  

per formance is seamlessly replaced with 
one with better  per formance 

Conclusions 

In this paper we have surveyed two design 
patterns for the design of robust networked 
control systems. State Estimators and Control 
Buffers perform the function of improving the 



 

  

Local Temporal Autonomy of system 
components. This approach helps solve typical 
problems associated with network control, 
such as random delays and lost packets. 
However, we have illustrated how the 
functionality of these approaches can be 
exploited to enable system upgrade, 
component migration and restart, as shown by 
several experimental results from the 
convergence lab. 
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